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Abstract

To make large-scale distributed systems practical for a brader user base, we are investigating
a high-level framework to support and aid the development ofreactive distributed applications.
The reactive object framework o ers large-scale distributed applications the ability to automati-
cally adapt to the state of the distributed system as well as he behavior of the application. The
system automatically gathers, condenses, and provides aess to performance statistics needed by
the distributed application for adaptation. To hide adapta tion from the programmer, the system
provides default adaptation policies and mechanisms that an be combined to create reactive ob-
jects that automatically respond to changes in the system toimprove performance. By separating
policies from algorithms and data structures, the system enourages reuse of parallelized compo-
nents. Ultimately, our goal is to create a library of common <ienti ¢ reactive objects that can be
directly incorporated into parallel applications.

1 Introduction

Grand Challenge Problems require massive computational eurces with sustained rates in the
tera ops [NCO96]. Scienti c applications such as global cimate modeling, quantum chromody-

namics, and computational uid dynamics are highly parallel and require massive computational

power and data storage. Massively parallel numerical algathms that use domain decomposition

methods to solve the partial di erential equations found in such applications have been quite suc-
cessful [Cai93]. Such high levels of performance can only techieved by a system consisting of
hundreds or thousands of processors.

However, cost/performance ratios make it unlikely that such power will be achieved by a single,
massively parallel architecture. Such systems are typicdy built from special purpose hardware
and su er from scalability limitations. In contrast, large -scale, loosely-coupled distributed systems
consisting of commodity high-performance workstations iterconnected by high-speed networks
appear quite promising. Scalability is achieved by introdwing new workstations or networks of
workstations to the system. These systems use o -the-shelfomponents (workstations) that can
be easily upgraded to take advantages of rapid changes in tenology. Moreover, such systems
already exist and are widely available in most business, g@rnmental, and academic settings. For
these reasons, we expect that large scale networks of worldtons will emerge as the architecture
of choice for many grand challenge caliber applications. Heever, we do not expect thousands
of machines to be connected to a single high-speed local are®twork. Therefore, to obtain the
requisite computational power users will need to access maimes on several di erent local area
networks connected by wide area networks spanning substai@l geographical distances. Finally, we
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expect that these systems will have dual use, serving as gera¢ purpose computing environments
and also as powerful massively parallel compute engines.

Unfortunately, the geographic distribution of processingpower, memory, and secondary storage
complicates, rather than simpli es, the design of applications. Application design is further com-
plicated by the static and dynamic variability of the system. The large-scale systems we envision
will inevitably consist of dissimilar machines with widely varying processor speeds, memory sizes,
and disk speeds. Similarly, the networks that interconnectthe machines will have widely varying
bandwidths and latencies. In addition to these static dissmiliarities, dynamic runtime di erences
will also occur. Transient users performing general purpos tasks will cause the load on certain
processors and networks to vary dynamically. Our goal is to dvelop a programming environment
that masks the programming di culties associated with a dyn amic distributed environment but
yet makes optimal use of the available and constantly changjig resources.

To make large-scale distributed systems usable by the sciérc community, we are investigating
a new framework to support and aid the development of \reactive objects". Reactive objects
o er large-scale applications the ability to automaticall y adapt to the state of the system as well
as the behavior of the application. The system automaticaly gathers, condenses, and provides
access to performance statistics needed by the distribute@pplication for adaptation. Reactive
objects automatically adjust to changes in the underlying gstem, dynamically optimizing the
application for the current environment. To hide adaptation from the programmer, the system
provides default adaptation policies and mechanisms that an be included in reactive objects. The
system encourages reuse of parallelized components by segiing policies from algorithms and
data structures. Ultimately, our goal is to create a library of common scienti ¢ reactive objects
that can be directly incorporated into parallel applicatio ns. Novice users will use reactive objects
as high-performance \building blocks" for developing appications. Experienced users will use
services of the monitoring system and prede ned reactive ofgect components to develop objects
that \plug in" to the reactive object support system.

The remainder of the paper is organized as follows. Section Begins by reviewing related
work. Section 3 then brie y overviews the Unify distributed shared memory system that serves as
the scalable distributed operating system platform for our reactive object research. Having laid
a background and description of the environment, section 4denti es the problems that must be
addressed by a large-scale reactive distributed system. S#éon 5 then presents the architecture
and design of our reactive object system and section 6 condlies by describing the status of the
reactive object system.

2 Related Work

To detect and react to changes in the state of the system, an gglication must monitor the system
and the application's run-time performance. Researchers &ve investigated both hardware and
software instrumentation approaches to observe and recordtate changes in the system [SKB89].
Hardware instrumentation has the advantage of introducing minimal delay or intrusion to the
target system [MLCS90] and can be invaluable for measuremés not attainable via software (e.g.,
cache hit ratios). However, hardware monitors are in exible, low-level (i.e., can't monitor process-
level events), and often prohibitively expensive. Softwae instrumentation has the advantage of
exibility, high-level event monitoring, and no expensive hardware. As a result, virtually all
parallel/distributed debuggers [MH89] and performance ewluation [HML95] tools rely on soft-
ware instrumentation. Unfortunately, software monitorin g can adversely a ect performance and
correctness. Event-based models of monitoring [Bat89, MLGS90] have been proposed to gather
information \on-the- y" [Sch89, HKMC90, MC91, JK93]. Even t-based monitoring systems use
predicates de ned on subsets of system state to recognize state chang¢gBW83, LCSM90]. Our
work builds on past work in event-based, on-the-y, predicae recognition systems. In addition,
our research attempts to identify and only monitor the events of interest to large-scale distributed
applications.

Techniques to alter the behavior of running programs in respnse to changes in the underlying



computing system or unforeseen algorithmic problems have den studied in several contexts. The
former was studied primarily in the area of migration and the latter in the area of program steering.

Process migration and load balancing algorithms are well-kown examples of programs reacting
to run-time changes in system load [Smi88]. More general appaches, such as MESSIAHS [CS94],
allow users to develop application-speci c distributed stieduling algorithms. Process migration
involves the transfer of work, data, and process state whichis costly and time consuming. Con-
sequently, process migration is typically used in situatios where decomposition is coarse-grained
and migrations occur infrequently so that costs are amortizd over time. The coarse-grain nature
often causes the resulting \balanced load" to be far from trdy balanced. Migration of light-
weight processes, such as Filaments [FLA94], allows for a m® ne-grained work decomposition.
Assuming the application can be decomposed into many ne-gained pieces of work, the system
can react to system load changes quickly and e ectively. Otlers have proposed modi cations to
parallel programming languages or compilers to allow dynarit scheduling of application modules
to processors [Luc92]. Both approaches require that the agjzation be decomposed into many
ne-grained parallelizable components.

To react to algorithmic errors or mismatches between the algrithm and its current input data,
several researchers have proposed the use of interactiveesting systems [EGSM94, GEK 95,
VS95, S0s92]. Interactive steering systems put a knowledde user in the loop, allowing the user
to dynamically alter the algorithm to redistribute the work or \steer" the algorithm to the data.
The following brie y describes a few steering systems mostlosely related to and in uencing our
work.

The Falcon and Progress systems [EGSM94, GEK95, VS95] allow a user to monitor and
then manipulate arbitrary program variables via sensorsand actuators that control or steer the
application at runtime. The Meta toolset developed for ISIS[MW91] takes a similar approach. The
state of the system is monitored by inserting probe calls in he application to sense the state of the
application where the programmer determines it will be mostproductive. A separate monitoring
thread records and analyzes the state information at the prtve events. The application writer can
also place actuators at strategic points in the computationwhere it is safe to steer the application.
The monitor process communicates with a GUI that displays the progress of the application and
allows the user to dynamically alter the program's state or drection. This technique provides a
exible and powerful framework for developing steerable aplications, but requires the application
developer to provide all the sensing and actuator code needeto steer the object. The adaptive
system that we present in this paper provides a higher-leveinterface and default monitoring
capabilities that could be implemented on the low-level suport provided by a system such as
Progress or Meta.

The Dynascope system [S0s92] provides a framework for comstting directors that steer an
application. Portions of the application are interpreted while other portions run on the native
machine. Only interpreted code can be directed. The interpeted code sends all events to the
director who analyses the current program execution and modes its behavior. Director access
to and modi cation of application state is only supported at the machine-level. No direct parallel
or distributed support is present.

The majority of current steering systems target tightly-coupled systems consisting of uniform
dedicated nodes and high-speed interconnection networkdn such an environment, there is little
variance or change in the system state, implying that poor peformance stems primarily from
algorithmic problems and requires steering. Consequentlymost of the research e orts focus on
monitoring and controlling the program's state rather than monitoring the system's state and
conforming to it. In a large-scale distributed system, sysem state changes are often the primary
factor in uencing performance. Consequently, distributed systems must provide convenient ab-
stractions to help applications adjust to system state chames. The work presented here provides
the necessary framework to obtain information about, and rect to, changes in the system state
information.

Although the Mentat system [GSN93, Gri93] does not support nteractive steering, it does
provide a high-level interface to parallel programming corstructs by encapsulating the complexities
of parallel programming in parallel objects. Applications invoke the services of high-level Mentat



objects which hide the parallelism. Mentat statically processes Mentat objects to determine the
execution order of the objects based on data dependencies.h@& resulting blocks are then executed
asynchronously with data forwarded between objects as reqted. Our approach is similar to

Mentat in that we also encapsulate the complexity of the undelying system in higher level objects.

However, we allow the objects to dynamically and continuous/ adjust to changes in system load
or con guration.

Finally, there are several examples of application-spect implementations of adaptation includ-
ing distributed branch-and-bound algorithms [LM92] and N-body simulations [GKS94]. Others
have developed techniques to dynamically change the algdhm or communication model to meet
real-time deadlines of a particular real-world environmen [LMnS90]. Such techniques can be
encapsulated within the reactive objects we describe here.

For high-performance distributed environments, the dynamic nature of the network and hosts
can make the overall behavior of the system di cult to predict. A low-level steering system would
require the programmer to understand the details of their application, the characteristics of a
highly dynamic and complicated distributed system, and the typical workload that is expected
from external sources. If the programmer can be provided wit some higher level abstractions
that will automatically adapt to changes in the distributed system or application, the programmer
can focus on solving the problem rather than targeting or reating to a runtime environment. For
example, a programmer should not have to include probes andcuators throughout their program
to watch for nodes that become heavily loaded by other usersilt is preferable to provide objects
that automatically respond to such conditions by redistributing some work to another node or
avoiding links that are performing poorly.

3 Unify Overview

We are currently investigating reactive support for distri buted applications in the context of the
Unify distributed operating system [GYF95]. The objective of the Unify project is to develop
a scalable multicomputer linking hundreds or thousands of igh-performance machines in geo-
graphically distant locations. Such large-scale paralléém is necessary to achieve the massive
computational power required by today's grand challenge poblems [NCO96]. To provide a con-
venient programming model, Unify's goal is to support a higHy scalable distributed shared mem-
ory programming paradigm. Conventional DSM approaches arégnappropriate in such large-scale
geographically distributed environments. To achieve scalbility in such an environment, Unify
supports new shared memory abstractions and mechanisms thg1l) mask the distribution of re-
sources, (2) limit/reduce the frequency of communication aad the amount of data transferred, (3)
hide the propagation latencies typical of large-scale netarks (e.g., by overlapping communication
with computation), and (4) support large-scale concurreng via synchronization and consistency
primitives free of serial bottlenecks. Ideally the system nust provide convenient data sharing ab-
stractions that exhibit performance and scalability similar to that of existing large-scale message
passing multicomputers such as PVM [Sun90] and MPI [For94].The following brie y highlights
the salient features of Unify:

Single Address Space: A single virtual address space, shared by all applicationsallows ap-
plications to conveniently and e ciently share structured address-dependent data (such as
trees and linked lists) as well as other address-independedata.

Multiple Memory Types: Our design supports three basic memory abstractions for shad
data. Random access memory is directly addressable. Sequeh access memory is accessed
in a read/front, write/append fashion. Associative memory is accessed via< key,value>
pairs. Sequential access and associative memory can ofter Isupported with weaker spatial
consistency guarantees (described below) that can be impteented more e ciently than
random access memory segments.

Multiple Grades of Consistency: The Unify design supports a set of consistency manage-
ment primitives that allow an application to select the appropriate consistency semantics



from a spectrum of consistency protocols, including "autonatic" methods where the oper-
ating system enforces consistency and "application-aidédmethods where the user de nes
consistency checkpoints. Several existing DSM systems hawlemonstrated the bene ts of
weak application-aided temporal consistency models. In adition, Unify supports weak au-

tomatic methods where the memory becomes consistent afterosne time lag T. This type of

automatic consistency is particularly useful for applications that can detect stale data such
as Grapevine [].

Our design also introduces a new consistency dimension call "spatial" consistency. Spatial

consistency determines the relative order of the contents fothe replicas of a segment. For
many distributed applications that use keyed lookups or segential access, the order of the
data items within a segment is unimportant; only the values d individual data items are

important. Spatial consistency allows e cient implementa tion of such applications.

Scalable Synchronization Primitives: Most DSM designs support locks, semaphores, and/or
barriers as the basic synchronization methods. However, thse synchronization primitives
pose a serious bottleneck, particularly for large systems ith high latencies. To provide
e cient synchronization in the presence of long and varying latencies, Unify proposes the
use of a modied form of event counts and sequencers. For a lge class of applications,
event counts can result in reduced communication and greateconcurrency. In particular,
conventional synchronization methods require that all paticipants observe the synchroniza-
tion event simultaneously. Event counts allow participants to observe the event at di erent
times, e ectively relaxing the communication constraints and allowing greater concurrency.
Moreover, conventional synchronization primitives can beimplemented via event counts.

Hierarchy of Sharing Domains: We believe that sharing in a large scale distributed multican-
puter will follow the principle of locality. To exploit loca lized sharing and communication,
we partition the set of hosts into "sharing domains”. Each sharing domain uses a separate
multicast group to reduce the cost of intra-domain information sharing. Sharing domains
distribute the burden of information retrieval and distrib ution by allowing any member of
the domain to issue or answer inter-domain requests (addregd to multicast groups). Ev-
ery host consults the hosts in its local sharing domain befae going outside the domain for
information. Therefore, as soon as one host obtains crossdain information from a site
in a remote domain, the information e ectively becomes avalable to all other hosts in the
sharing domain.

Reliable Multicast Support: Although protocols such as ATM and RSVP provide quality
of service guarantees, they do not guarantee end-to-end ifiability. In fact, classical IP
performance over ATM is currently a topic of much research beause of TCP/IP's poor
performance and high data loss rates. Distributed applicatons require a reliable multicast
mechanism that not only delivers data reliably, but also attempts to synchronously deliver
data to all recipients. Distributed applications typicall y block until the multicast information
has been reliably delivered to all participants. Such delag can severely a ect performance.
To achieve reliable, scalable, e cient dissemination of stared data or synchronization in-
formation, Unify supports reliable multicast via a tree-based multicast transport protocol
(TMTP) [YGS95]. TMTP builds on the e cient delivery of IP mul ticast (possibly via the
MBONE) which is widely available. To provide reliability, T MTP uses a combination of
sender and receiver initiated approaches that constructs aseparate control tree to handle
error and ow control. As a result, retransmissions are handed locally in a timely fashion,
avoiding retransmissions to the entire Internet. The use oflocalized NACKs with NACK
suppression ensures quick response to lost messages witmimal overhead. Finally, batched
positive acknowlegements reduce Internet tra ¢ and eliminate the packet implosion problem.

The utility and scalability of large scale multicomputers can only be demonstrated by develop-
ing and evaluating real-life, large-scale parallel and disibuted applications. We have implemented
the Unify system as a runtime library on Unix workstations and run tests involving a signi cant



number of hosts. DSM applications link with the library to cr eate shared segments with appro-
priate memory types and consistency semantics.

We have implemented several common DSM applications incluithg matrix multiplication, SOR,
MP3D, and Water and observed impressive speedups in our lotanvironment. The library is cur-
rently available to, and in use by, our scienti ¢ colleagueswith computationally complex problems.
We are currently working to provide them with a high-level reactive object support system that
will provide maximal performance despite highly dynamic ctanges in the runtime environment.

4 Conforming Applications to Networks of Workstations

Programming distributed shared memory applications for large-scale networks of workstations is
complicated by several factors that are not present or signcant in multiprocessor environments.
Multiprocessor systems do not exhibit the variability in pr ocessor speed, memory capacity, network
loads or network routes that a loosely-coupled system expé&nces. Each time an application
executes, it may nd itself in a new environment. The environment could even change while the
application is running. Processor loads can change as othapplications come and go, and network
bandwidth, latency, packet loss, and routes can vary dynamgally in response to other tra c in the
system. To make e ective use of the computational power in tre Unify environment, the system
must help the application adapt and conform to changes in theenvironment.

Our experience with the Unify system has shown us that there g2 many reasons why an
application may not achieve the desired speedup. In almostlacases, the poor performance stems
from a mismatch between the algorithm and the distributed environment where the algorithm
is executed. For example, assigning spatially related paitions of a matrix to non-neighboring
machines can result in an excessive nhumber of high-latency @ssages. The second and less common
source of poor performance arises from a mismatch betweendtalgorithm and the data. A common
example of this type of mismatch is the use of xed partitions on a sparse matrix. In both cases
described above, slight runtime modi cations to the algorithm will often rectify the problem and
boost performance.

Our goal is to develop the infrastructure needed to recognie the characteristics of the runtime
environment that in uence performance and monitor those characteristics during program execu-
tion. The system must then provide the necessary hooks for diributed applications to procure
information about the environment and change the algorithm or the data structure's implemen-
tation to conform or react to changes in the environment.

To determine which environmental characteristics we need @ monitor, we must identify the
environmental changes that can negatively a ect performarce. Roughly speaking, there are two
environmental factors that limit the speedup a distributed application can achieve:computational
overload and non-optimal communication.

Computational overload occurs when the work assigned to a machine exceeds the machis
capabilities. Computation overload is common because modlistributed computing systems con-
sist of heterogeneous workstations with widely varying corputational power. This disparity arises
from the incremental growth of a system over several years ahthe need for heterogeneity to run
certain software packages. The uneven distribution of comptational power is complicated by the
fact that transient users can dynamically increase or decrase the load on certain machines. The
base-line di erences and dynamic variability in computational power means that an algorithm
will rarely partition the work correctly and thus must conti nually re-partition the work over the
lifetime of the application. Machines will also have di erent amounts of physical memory, and
the amount available to the application will change dynamically. Even if all machines have iden-
tical processors, insu cient memory at some nodes will leadto paging that degrades the node's
performance.

Non-optimal communication occurs when closely related logical nodes are assigned tostint
physical machines or if inappropriate DSM primitives are used. Even if domain decomposition
is calculated such that the correct amount of work is allocaed to each machine, the interactions
between domains may not match the underlying network topolgy or network routes. Unlike



multiprocessor machines, the network topology and currentnetwork routes are rarely known and
can change dynamically. This makes it dicult to ensure that spatially related domains are
located on neighboring machines. If frequently interactirg domains are placed on distant machines,
excessive latency, packet loss, and low bandwidth can occuNon-optimal placement of processes
on machines may also mean that e cient mechanisms such as lik-layer multicasting cannot be
used. To combat this, the system must provide information alout the current topology and
network performance to aid in the assignment of decompositin domains to machines. Finally, the
high-latencies of wide area systems can have an enormous it on DSM synchronization costs
which tend to be latency dominated. In many cases, synchromiation events can be traded for larger
granularity. In a wide area environment, performance may atually be optimized by reducing the
number of synchronization events and increasing the size afhared regions. Modifying the way in
which the application uses the DSM system can produce signcant speedups.

The following sections describe our reactive system archétcture. The system monitors the
environmental changes described above and provides defaalnd user-speci ¢ mechanisms to react
to the changes.

5 A Reactive Object System

To provide distributed applications with the information n ecessary to e ectively map the appli-
cation onto the available distributed resources, we propos a reactive object system architecture
pictured in Figure 1.

The objective is to provide a high-level interface for writing distributed applications that can
dynamically react to the environment. The support system isorganized into three layers: a host
monitoring layer, a distributed state monitoring layer and a high-level reactive object layer. In
general, users' applications will interact directly with objects in the reactive object layer. The
reactive object layer supports parallelized objects that hde all adaptation from the user. For
certain applications, the application developer may need ¢ create new reactive objects. Only in
rare cases do we envision users dealing with or modifying cqmanents in the monitoring layers.

The goal of the monitoring layers is to dynamically gather peformance information and feed
it to the reactive object layer where decisions about adjusments will be made. Monitoring of
system state is divided into two layers, one responsible foobserving the state of the local machine
and one responsible for the state across machines. These &g provide state information to the
reactive object layer enabling them to respond to state chages.

5.1 Local State Layer

The local state layer monitors the state of the local machine and presents the cadicted infor-
mation to the upper layers. The performance information required by the distributed state and
reactive object layers is speci ed aspredicates de ned in terms of local state introduced in our
previous work [LCSM90]. For example, \load average> 2" or \change in load average" would be
speci ed as partial predicates used to determine when load &#lancing modi cations are required.
When the speci ed events occur on the local host, the predicges will evaluate true and trigger
actions [MLCS90] that notify the upper layers or pass state hformation to the upper layers. Local
layer objects on each machine measure processor statistjiaggemory system behavior and network
utilization. Processor statistics include the amount of processor time, typically measured in in-
structions per second, that the application has been receing. Processor statistics also monitor
application run time, sub-divided into application comput e time, communication (system) over-
head time, and missed time (time used by other applications) Memory measures include delays
arising from paging within the the application. Memory performance can be useful in adjusting
both data structures or algorithms. The network interface object records information about the
bandwidth and latency of current connections as well as retansmission and dropped packet rates
which can be used to infer information about the network topdogy and link performance.
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5.2 Distributed State Layer

The distributed state layer supports predicates that can belocal, non-local, or global. Reactive
objects present the distributed state layer with local, nonlocal or global predicates. Local pred-
icates are passed through to the local state layer. Non-lodgpredicates specify states spanning
more than one machine (e.g., \the load of the local processdi0% greater than the load on a neigh-
bor processor") while global predicates specify overall sstem state (e.g., \all processors idle").
The objects that comprise the distributed state layer communicate between machines to evaluate
predicates and notify the reactive objects when events ocau

In addition to event recognition, distributed state layer o bjects also tabulate and maintain state
information that reactive objects can query. For example, areactive object may request network
topology or interconnection information such as the lateny recently experienced between two
nodes of the system. The network statistics object probes dter hosts in the system to determine
the expected latency, loss rate, or possible bandwidth to tBse machines. Given expected network
performance, the system constructs a pseudo-topology indating which machines are distant and
which machines are neighbors and comprise a Unify sharing doain. A reactive object might
use this information to request the four processors with theleast total latency among the fully
connected set. The reactive object can then use the four seleed machines to run a communication
intensive sub-task.

Although the distributed state layer knows nothing about th e application, it does understand
a limited number of common high-level DSM concepts such as slted memory regions, synchro-
nization events, data transfer events, sharing domains, pge fault rates, processor speeds, etc.
Consequently the distributed state layer can separate thilgs such as communication costs into
synchronization communication costs and data transfer cormunication costs.

Given the ability to obtain performance information about t he environment in which an ap-
plication nds itself, we must develop an application interface to simplify interaction with the
monitoring system. The Reactive Object Layer provides the gplication with self-adapting dis-
tributed objects.

5.3 Reactive Object Layer

The monitoring layers provide all the information and noti cation mechanisms necessary for an
application to conform to the current environment or react to changes in the environment. How-
ever, these capabilities are at an inappropriate level of atraction to support a computational
scientist developing an application. Such users require gher-level support to aid them in the
development of a reactive program. To that end, the system irgludes a high-level reactive object
layer that hides performance monitoring and adaptation from the application developer.

A distributed application will typically interface with th e reactive system by invoking the ser-
vices of prede ned reactive objects. Each reactive objecthplements a reactive parallelized version
of some commonly used abstraction. Examples of common abstctions might include a matrix
abstraction with methods to perform LU decomposition, suc@ssive over-relaxation, Cholesky fac-
torization, averaging, and min/max element identi cation , an image processing matrix abstraction
with methods to perform contrast enhancement, thresholdirg, segmentation, correlation, and edge
detection, or a queryable storage abstraction with inserton, deletion, and query methods that
might be implemented with a hash table, B-tree, linked list or array depending on which is the
most e cient given the current state of the system. Given a library of prede ned reactive objects,
the application developer can concentrate on the problem tobe solved rather than reacting to
changes in the system. In the worst case, a developer may ne¢d implement new application-
Speci ¢ reactive objects. Even in this case, the reactive ofect layer provides reusable policies and
data structures to simplify the coding of a user de ned reacive object.

The reactive object layer responds to method invocations fom user-level applications and
also communicates with the underlying global state monitoing system. Communication with the
monitoring system occurs in one of two ways. A reactive objeiccan register with the distributed
state layer to be noti ed when an event occurs. This is analogus to a \performance interrupt"



where the reactive object is informed that the monitored cordition has occurred. For example,
an object may register via a predicate specication to be inbrmed of an excessively slow host.
Once noti ed of this condition, the reactive object can redistribute work to avoid that host. The
second method of communication is that of polling the distrbuted state layer for the information
it has gathered and tabulated. For example, a reactive objecmay request processor performance
summary information between iterations of a concurrent log to determine if changes in the
distribution of work between processors would be bene cial

Figure 2: Reactive Object Template.

Figure 2 illustrates the internal structure of a reactive object. The object consists of three
major components: adjustable data structures adaptive algorithms and reactive policies The re-
active object organization separates policy from mechani®, thereby allowing existing adjustable
algorithms and data structures to be reused and combined wh appropriate (possibly user-de ned)
policies. Moreover, the separation of algorithm from data $ructure allows adjustable data struc-
tures to be used by many di erent algorithms that can dynamically manipulate the structure to
meet the algorithm's current needs.

An adjustable distributed data objecprovides a con gurable storage abstraction that algorithms
can use. For example, areactive matrix object with successive over-relaxation or averaging
methods might make use of an adjustableneighbor-exchange-matrix structure , Where the
neighbor-exchange-matrix structure is a matrix storage alstraction developed speci cally to sup-
port parallelized access and exchange of information betvem neighboring partitions. Although the
abstraction understands decomposition (i.e., how the matix is partitioned and the host currently
working on each piece), it does not decide the decompositioninstead, it provides methods that
the algorithm or policy component can invoke to tell the object how to change the decomposition.
Given a new decomposition description, the object can adjustself (shift the boundaries and rede-
ne the shared segments used) to accommodate the new desctipn. Other methods might allow
the algorithm to switch the object's implementation from Un ify's random segments to sequential
segments. In many cases, the object must provide an operatioby which the policy or algorithm
can inform the object that is it safe to adjust [GEK* 95]. Our experience indicates that these
types of parallelized storage structures are used repeatddin a wide range of applications and
will incur heavy reuse.

The policy component represents the heart of the reactive object, monitoring stde changes
and modifying the adjustable data objects and adaptive algoithms as needed. The policy com-
ponent registers predicates with, and responds to noti caions from, the distributed state layer.



In many cases, a prede ned policy can be used in conjunction ith a prede ned data structure
to control adaptation. For example, a prede ned load balandng policy may monitor global load
information by registering predicates with the distribute d state layer. When the load becomes
imbalanced the policy code will be invoked that will in turn i nvoke the adjustment methods of
a neighbor-exchange-matrix structure to change the partifons of the matrix. Alternatively, a
policy to conform to spatial locality might request the topology from the distributed state layer
and invoke the adjustment methods of the matrix object to reassign spatially related partitions to
neighboring hosts. Finally, another policy might monitor high-level state information such as the
synchronization to data transmission ratio and then modify the algorithm to use large or small
granularity sharing with more or less synchronization.

An adaptive algorithm, or set of algorithms, can change the structure of the computions as
well as change or adjust implementations of the data structues it uses. Changes to the algorithm
will typically be initiated by the policy component that wil | directly modify the algorithm or
adjust the data component which in-turn will be detected by the algorithm. When the algorithm
is directly altered it may be modied or an entirely new (more appropriate) algorithm will be
substituted. If, instead, the data component is modi ed, the algorithm will detect changes in the
data structure and adjust accordingly (e.g., between two iterations of a loop the algorithm may
nd it has a larger or smaller partition of the problem space).

6 Status

We are currently completing the addition of the probes and sytem monitors needed by the local
and distributed state layers in Unify. The local state layer tracks network statistics including

packet loss, network congestion, and network bandwidth acleved. We have implemented a few
basic matrix reactive objects and also an insert-query-dedte reactive object that can change its
implementation. To demonstrate the utility of reactive obj ects, we performed experiments im-
plementing a successive over-relaxation (SOR) algorithm iad the SPLASH Water benchmark

[SWG92] with machine assignments that ignored network topdogy and then with assignments
that tried to group communicating processes together.
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Figure 3. Example variation in run times resulting from two dierent mappings of decomposed
domains to machines. The graphs show Unify execution timesof (a) SOR and (b) the SPLASH
Water benchmark using 2, 4, 6, and 8 machines.

Figure 3a shows the execution time of a distributed SOR apptiation working on a 512 X 512
matrix, while Figure 3b shows the execution times of the Wate application on a 4913 molecule
problem size. The graphs show the execution time for 2, 4, 6,ral 8 workstations. Each worksta-
tion resides on one of two subnets interconnected by the camys backbone. With the exception of
the machine location, the system is completely homogeneoudll workstations are Sun Sparc 20



Hypersparcs with 64 Mbytes memory, identical disks, and 10Mbps Ethernet connections. Distri-
bution A represents a distribution of work across machines were machines are selected without
regard to network considerations. For Distribution B, the | ogical problem partitions that required
the most communication bandwidth were placed in the same suiet, thereby minimizing commu-
nication between subnets. The gures for both applicationsshow a 10-20% increase in performance
on identical machines when the distribution of work can adap to the network topology.
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Figure 4: Performance comparison between multiple implemmatations of the SPLASH Water appli-
cation.

Figure 4 illustrates the performance improvements that resilt from selecting the appropriate
algorithm, memory types and synchronization schemes for th current environment. The graph
shows three di erent implementations of the Water problem when executing on a single local area
network of homogeneous machines. The \Random" curve repre&ts a conventional implementa-
tion using Unify's random segment type. The \Sequential" curve uses Unify's sequential-access
segments to implement the program's data structures. Finaly, \Unify LL" shows the execution
time when smaller segments and a local locking mechanism anesed together to reduce syn-
chronization overhead. As the number of processors increasthe version with local locking and
sequential segments shows a dramatic performance improvemt.

7/ Summary

For high-performance distributed environments, the dynamic nature of the network and the nodes
can make the overall behavior of the system di cult to manage. Reactive objects provide users
with high-level abstractions that automatically adapt to t he state of the distributed system or
application. The system automatically gathers, condensesand provides access to performance
statistics needed by the distributed application for adaptation. For novice users, reactive objects
can provide high-performance \building blocks" for develging applications. Experienced users are
provided with default polices, a library of pre ned adjusta ble data structures, and interfaces to the
monitoring system that allow them to develop new reactive oljects that can be \plugged in" to
the reactive object support system. Initial analysis of the potential performance gains attainable
with the a reactive architecture are promising.
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