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Abstract is @ more serious problem, the network savings made possi-
ble by reducing the size of diffs are significant.

The performance of distributed shared memory (DSM)  This paper presents a low-overhead diff mechanism that
over a wide area network (WAN) may suffer due to high quickly computes diffs, quickly applies diffs, and mini-
network latencies because of the low bandwidth available. mizes the space used to store and transmit diffs. We show
To achieve acceptable performance, WAN-based DSM musthat the algorithm exhibits significantly reduced memory
minimize network traffic. DSM systems transmit consis- consumption and network costs when compared to existing
tency information over the network veffs. Existing diff differencing mechanisms.
mechanisms for DSM systems that run on local area net- The basic method employed by all existing diff mecha-
works are not appropriate for WAN-based DSM systemsnisms, [5, 13, 18, 19] can be summarized as follows. Ini-
because they do not compute minimally sized diffs. Thistially write access is disabled for the shared data region
paper presents a new, low-overhead diff mechanism for(we will refer to them ashared blocks When a process
WAN-based DSM systems. Specifically, the diff mechanisnattempts to modify the block, a write-access fault occurs
quickly computes diffs, quickly applies diffs, and mingaiz  and invokes an interrupt handler. The handler creates an
the space used to store and transmit diffs. We show thatimmutable copy of the block, called twin. When mod-
our mechanism exhibits significantly reduced memory con-ifications need to be sent to another replica, the modified
sumption and network costs when compared to existing diffcopy is compared with the twin anddff list is computed.
mechanisms. Each element in the diff list represents a region of the block

that was changed and typically consists ofaffiset, length,
data) tuple indicating that the data beginningadfsetand
1 Introduction _running f(_)rlengthwords was cha_nged tata The_diff list
is transmitted to the other machine(s) and applied by scan-
ning the list and making the specified changes to the replica.

If the diffs are not sent immediately to all replicas, as is
the case in lazy release consistency [14, 15] or entry con-
sistency [3], the diffs must be saved in case they are needed
. . o _ at some other replica in the future. As a result, a machine
replicas. Diffs can S|gn|f|can_tly reducg network traffict bu whose replica has not been kept up to date may need to con-
are also useful for false sharing, allowing two or more pro- tact multiple machines to obtain the diff lists needed todri

cesses to write to a shared object (usually a page or S€the replica up to date. Each of the diff lists must then be ap-
ment) concurrently. In a local area network (LAN) where plied (in some order). In many cases, later diffs overwrite

bandwidth is plentiful, reduced network load is less caitic changes made by earlier diffs, implying that some of the

anc;j theretrl]s I|t_tle refa:js_gn t|(_)| expend_agmﬂgant CPU (Eyde;information contained in the earlier diffs was outdated and
r\eNAl\J;Ingh € S;)Ze 3 (Ijtr? OWEVET, In a wide area;le \t/vor did not need to be transmitted. Moreover, the machine that
( ) where bandwidth is a precious resource and la encyjust applied the diffs is often required to store the recgive
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Distributed Shared Memory (DSM) systems cache data
locally to improve access times to the shared data. When
changes are made to one of the replicas, the modifications
calleddiffs (differences), must be sent to other (possibly all)




width, reducing the network load is not important, so there grow continually in these systems, requiring periodic ex-
is little reason to expend significant CPU cycles reducing pensive garbage collection at global synchronizationfgoin
the size of diffs. On the other hand, WAN systems can

achieve significant communication benefits by spendingad-3 BTMD

ditional cycles to compute minimally sized diffs that cdnta

no outdated information. In other words, the DSM system 1, ye following we introduce the Balanced-Tree Merged
can trade CPU cycles for improved memory and network Diffs (BTMD) diff mechanism. BTMD avoids wasting

bandwplth usage. , i CPU and network resources by:
Applications, such as large-scale virtual environments

and simulations [6, 8, 16], that span wide area networks e mergingdiffs to minimize the stored diffs size

are gaining in popularity. Many of these applications are

written using message passing systems, such as PVM [9]

and MPI [7]. Unfortunately, the message-passing commu-

n!cgtion abstract?on makes constructing such application 4 using efficient data structures and algorithms to

difficult because it forces the programmer to focus on com- quickly access and merge diffs

munication details, that is, what messages need to be sent

to which processes. The DSM abstraction provides a moreDiff merging is the key to the BTMD algorithm. Merg-

programmer-friendly environment for constructing appli- ing diffs removes outdated information from a block’s diff

cations. However, to achieve acceptable performance onlists, thereby reducing the space required to store diits, t

WANSs, DSM systems must minimize network traffic result- bandwidth consumed transferring diffs, and the latency re-

ing from propagating consistency information. Therefore, quired to get the diffs to the destination. However, without

minimizing the size of diffs is extremely important. efficient data structures and an efficient merging algorjthm
Unfortunately, there has been little emphasis placed computation time required for merging can quickly become

on the design of such a diff mechanism because existingdetrimental to performance.

DSM systems typically target high-speed LAN environ-

ments [2, 3, 14, 15, 19]. The following section describes 3.1 BTMD Data Structures

problems with existing diff mechanisms and the influence

of the consistency model on the diff mechanism. Sections 3 BTMD associates each shared-memory block with a

and 4 describe a new diff mechanism that attempts to min-record of its changes. This information is kept in a data

imize diff computation/application time while minimizing structure called diff record, depicted in Figure 1. A diff

the storage and transmission requirements. Section 5 showeecord stores all pastersionsin a balanced binaryersion

experimental results obtained using the new diff mecha-tree sorted by version. A version identifies the consistency

e computingrequest-specific diff® minimize the trans-
mitted diffs size

nism. interval during which diffs were created. Each node in the
version tree refers to asffset/length tre¢hat holds the diffs
2 Problems With Existing Diff Mechanisms for that version. Each node in the offset/length tree caostai

the offset within the block where modifications occur and a

. count of the modified words. The offset also serves an index
Many DSM systems use a form of release consistency 10;, 4 giff data blockthat holds all the modified words for

propagate shared-memory updates among processes [2, fhe block. Each offset/length tree orders its nodes by bffse
12, 14, 15, 19]. The two release consistency models, eager

release and lazy release consistency, illustrate the mperfo

mance problems of conventional approaclieger release Version Tree Offset/Length Trees
consistencyfound in DSM systems such as Munin [2, 4] ‘;szfiet

and Quarks [19], has low diff-computation overhead, but

sends updates to every member in the shared region’s copy T NN
set, including those processes that may not be interested. » Y\ P P
The unnecessary network traffic generated wastes valuable

bandwidth in a WAN environmentLazy release consis- oo 4 TDataBlock .
tency found in DSM systems such as TreadMarks [15] and dfdesc[ [ [ [ T ] ]
CVM [14], sends updates only to those processes that re-

quest them. Because the replica of the process requesting Figure 1. Structure of a diff record.

the diffs can be arbitrarily out of date, diffs containing-ou
dated information that has been overwritten are oftentrans  Because BTMD merges diffs, all offsets within the diff
mitted, applied, and stored. In addition, stored diff lists record are unique. The merging algorithm ensures that the



trees in the diff record remain balanced by invoking balanc- the figure, the algorithm applies cuts for the diff block that
ing routines when inserting and deleting nodes. has an offset of 1 and a length of 2. This diff block overlaps
the front of the node by 1 word. Therefore, the algorithm in-
creases the offset of the node by 1 and decreases the node’s
length by 1. In the second example, cutting the five words at
BTMD’s merging algorithm takes two inputs: a diff offset 7 from the end of the node further reduces the length

record containing the existing stored diffs for a block and field by two (only the last two words overlap). Applying

a diff instance containing new diffs to be merged. A diff another cut to the node in example 3 for a diff block with
instance, depicted in Figure 2, is a format for transferring ©ffseét S and a length of 1 cuts one word from the middle of
diff lists between workers. the node. This cut results in diffs for two different offsets

that is, the diff for the node’s original offset of 3 and also a

3.2 Merging Algorithm

Number Of Versions

Version Number

Diff Block 1

Diff Block 2

diff for an offset of 6. To represent the first diff, the algo-
rithm changes the node’s length to 2, and to represent the
second diff, it creates a new node having an offset of 6 and
length of 1.

The worst-case time complexity of cutting overlaps is

Diff Block 3 O(dmn), whered is the number of diff blocks to merges
: is the number of nodes in the version tree, arigithe maxi-
mum number of nodes in any offset/length tree. For a merg-
Diff Block 1 Offset ing algorithm that uses conventional diff list storage mech
Diff Block 2 Length anisms, such as the linked lists used in TreadMarks [15],
both worst-case and average-case time complexity would be
<Length> the same. However, average-case BTMD complexity is far
words below O(dmn). BTMD exhibits better average-case per-
formance because the algorithm does not visit certain off-
set/length subtrees in the following cases:

Version Number

Data

a) Diff Instance b) Diff Block

1. The current diff in the diff instance overlaps the front
of the current offset/length node. The right subtree is
ignored.

Figure 2. Structure of a diff instance. Each
version header can be followed by one or

more diff blocks.
2. The current diff in the diff instance overlaps the end
of the current offset/length node. The left subtree is
To merge a diff instance into a diff record, the merging ignored.
algorithm, shown in Figure 3a, firsuts(that is, removes)
all modifications in the diff instance that overlap modifi-
cations in the diff record. Cutting overlaps removes older,
overwritten diffs from the diff record. An overlap exists
when a node within an offset/length tree in the diff record
refers to updates for the same part of the shared-memory

block as one of the diff blocks in the diff instance. The al- 4. No cuts app|y to the node Current'y being visited in the

gorithm for cutting overlaps is shown in Figure 3b. If an offset/length tree. Either the left or the right child is
overlap occurs at the front or at the end of an offset/length ignored.

node, the diff represented by the node is simply reduced by
modifying the offset and/or length. However, if the over- Ignoring subtrees enhances the algorithm’s performance in
lap occurs in the middle of the node, then the node is split, all but extreme cases. Figure 4 gives examples of subtrees
and the resulting new node is inserted into the offset/lengt that can be ignored.
tree. Inserting the new node into the balanced offset/lengt  Once all overlaps are removed, the merging algorithm
tree is anO(logn) operation. If an overlap consumes the inserts the recent diffs from the diff instance. The algo-
entire node, the node is deleted, which is als@diog n) rithm visits each diff block in the diff instance, searchthg
operation. diff record’s version tree for a version node with the same
Consider the first three examples in Figure 4. Initially, version as the current diff block. If a version node is not
the offset/length tree associated with version 1 has a nod€found, a new version node is inserted into the diff record.
with an offset of 2 and a length of 7. In the first example in The algorithm then inserts the offset and length from the

3. The current diff in the diff instance overlaps some-
where in the middle of the current offset/length node.
Both left and right subtrees are ignored (cutting of
overlaps is finished for this diff and this offset/length
tree).



Merge(DiffRecord,DiffInstance)

for each Diffblock D in DiffInstance
for each version node V in DiffRecord
CutOverlaps(V.0ffsetRoot,D.0ffset,D.Length)
DeleteMarkedNodes(V.OffsetRoot)
InsertMarkedNodes(V.0f fsetRoot)
for each Diff D in DiffInstance
V = BinaryTreeSearch(DiffRecord.VersionRoot,D. Version)
if 7 is NULL
V = RedBlackInsert(DiffRecord.VersionRoot,D.Version)
RedBlackInsert(V.0ffsetRoot,D.0ffset,D.Length)
Copy D.Length words from D.DiffDataBlock to
DiffRecord.DiffDataBlock + D.0ffset

(a) The merge routine takes a diff record and a diff instancafguments.

CutOverlaps(Root,COffset,CLength)

if Root is NULL
return

ROffset = Root.Offset

RLength = Root.Length

if <COffset,CLength> entirely overlaps <ROffset,RLength>
MarkDelete(Root)
Cut0Overlaps(Root.Left,COffset,CLength)
CutOverlaps(Root.Right,COffset,CLength)

else if <COffset,CLength> overlaps front of <ROffset,RLength>
Root.Offset += COffset + CLength - ROffset
Root.Length —-= COffset + CLength - ROffset
Cut0Overlaps(Root.Left,COffset,CLength)

else if <COffset,CLength> overlaps end of <ROffset,RLength>
Root.Length -= ROffset + RLength - COffset
Cut0Overlaps(Root.Right,COffset,CLength)

else if <COffset,CLength> overlaps middle of <ROffset,RLength>
create new node Nu
Nu.Offset = COffset + CLength
Nu.Length = ROffset + RLength — Nu.Offset
Root.Length = COffset - ROffset
MarkInsert (Nu)

else /* Cut does not apply to this node */
if COffset < ROffset

CutOverlaps(Root.Left,COffset,CLength)
else
CutOverlaps(Root.Right,COffset,CLength)

(b) CutOverlaps routine is called by Merge.

Figure 3. The BTMD diffs merging algorithm. The algorithms r emove overlaps and then inserts the
new diffs.
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Figure 4. Example offset/length subtrees that can be ignore d by the algorithm for cutting overlaps
(shown in Figure 3). The algorithm will not traverse a subtre e if the diff block does not overlap any
node in that subtree, i.e. there are no redundant diffs in the subtree.

diff block into the offset/length tree for this version node of offset, the offset/length tree associated with that riade
Lastly, the modified words are copied from the diff block the version tree. For each node in the offset/length tree,
to the diff data block of that diff record. The worst-case the process appends the offset, length, and the correspond-
time complexity for inserting the new diffs, excluding the ing data in the diff data block to the network packet. Once
time to copy the modified words, 3(dlogmn). The next the process has packetized all the diffs, it sends the packet
section describes how a process can service future request® processA. ProcessA, upon receiving the diffs, invokes

from other processes for stored diffs. BTMD's merging algorithm to merge these diffs with the
diffs stored in the block’s diff record, and then applies the
4 Transmitting Diffs diffs to its copy of the block.

A process’s stored diffs are always of minimal size be-
cause BTMD merges diffs at both the sending process and
athe receiving process. Hence, the transmitted diffs ae als
gf minimal size because they are always computed from the
stored diffs.

Consider a process, say procésshat needs updates to
a particular data block and sends a request to a process, s
process, that has the updates. Procésequests diffs for
a particular version or a set of versions. Upon receiving the
request, procesB creates a new diff list by comparing the
block indicated in the request with the block’s twin. Praces 5 Performance
B then invokes BTMD's merging algorithm and merges the
new diff list with the diffs stored in the block’s diff record We implemented BTMD in the Unify DSM system
Then procesB invokes BTMD's packetizing algorithmthat  [10, 11] and analyzed its performance. We used these met-
scans through the version tree in the diff record for nodesrics to measure the performance of BTMD: the amount
that match versions in the request. If the versions in the of memory consumed by stored diffs, the number of diffs
request are sorted, the version tree can be scanned in linearansmitted among processes, and the amount of time that a
time via an in-order traversal. process spends waiting to receive updates. As a base case,
As processB finds each match, it appends the version we compared the performance of applications running on a
to a network packet. Then the process traverses, in ordenon-diffing version of Unify (one that sends entire blocks)



Diffs In Memory / Water Benchmark

against Unify with BTMD. We also compared native ap- 4
plications running on the popular TreadMarks DSM sys- TreadMarks —
tem to the performance of those same applications (without 32 Unify
modification) running on Unify using a TreadMarks emula-
tion library. Ideally, we would have compared native Unify
against TreadMarks, but differences in DSM models make
fair comparisons (with similar access patterns) impossibl
One example difference is the sharing granularity. Unify
shares at the granularity of an arbitrary-sized segmesnt; pl

ing each shared item in its own segment. TreadMarks shares
at the granularity of a page. Hence, native Unify applica-
tions tend to exhibit little or no false sharing, while nativ 0 50 100 150 200 250 300 350 400 450
TreadMarks applications can exhibit false sharing across Bamier Count

page boundaries. Furth_ermore, Unify’s segment-based ap- Figure 5. Amount of diffs data in a process’s
proach tends to results in fewer page faults than the page- memory at each barrier.

based approach because segments are typically much larger

than pages, that is, there are fewer segments to cause faults

Although the improvements observed depend on the h 4. unlike TreadMarks. Unifv with BTMD
sharing and modification patterns of the application, tihe fo each process and, unlike ireadiviarks, tni y.W't
does not require any synchronization to reclaim the mem-

lowing results show that BTMD performs better than or at
least as well as TreadMarks in all cases. ory

Diffs (megabytes)

. 5.2 DataTransferred AsDiffs
5.1 Memory Consumption
Figure 6 shows runs of the NAS integer-sort bench-

TreadMarks waits until a memory-utilization thresh- mark [1] distributed with TreadMarks. The application was
old is reached before reclaiming space it uses to storeexecuted on 2 to 8 125 MHz Sparc 20 workstations with
diffs. BTMD, on the other hand, continually merges diffs. 64 MB RAM connected by 100 Mbps Ethernet. Native
BTMD’s merging algorithm ensures that the stored diffs for TreadMarks transfers considerably more information than
a shared-memory block in Unify have a maximum size pro- BTMD for all configurations except for the configuration
portional to the block size. This maximum is reached if, with only 2 machines. Moreover, with BTMD the amount
and only if, every word in the diff data-block has a unique of data transferred scales well as the number of machines
version node and a unique offset/length node (with an off- jncreases. The same is not true of TreadMarks.
set of 1). Typically, the number of stored diffs in Unify
never gets close to this maximum because applications tend 90
to modify runs of contiguous words which are stored as one
diff, that is, a run of contiguous words is associated with a
version, offset and length.

Furthermore, although not a part of the current imple-
mentation, adding a garbage collector to BTMD that deletes
old diffs (diffs that all processes have already seen) would
be trivial, and the garbage collection would happen in the 30
background, without the global synchronization pointguse 20
in TreadMarks. 10 S8 SN BN o

Figure 5 shows memory consumed by stored diffs for 0 L
the SPLASH Water benchmark [17] using both TreadMarks 2 3 4 5 6 7 8
and Unify. The test configuration is four 125 MHz Sparc Processes
20 workstations with 64 MB RAM connected by 100 Mbps Figure 6. Diffs sent by the TreadMarks integer
Ethernet. Each line shows the amount of memory consumed  sort application
over time (that is, at each barrier invocation) for a single
machine.

The figure shows that the average memory utilization for ~ Native TreadMarks sends more diffs information be-
storing diffs in Unify is much lower than in TreadMarks. cause the diff lists contain outdated (superseded) inferma
Thus, BTMD’s memory savings results in more memory for tion. Figure 7 illustrates the problem. Procésmodifies

Integer Sort

TreadMarks ——
80 Unify "+

70
60
50
40

Diffs Transferred (megabytes)




the variablex before the first barrier. At the first barriek,
sends a write notice tB and C. After the first barrierB
requests diffs fronA and then modifies the variable At
the second barrieB sends a write notice tG saying that it
has modifiek. C does not access variabteuntil after the
second barrier. The@ sends a request ®for diffs, andB
responds with a diff list containing bothandB’s modifica-

tions tox. However, procesg is only interested in the last

modification to the variablg. On the other hand, BTMD’s
merging algorithm removes the first changextand only
sends the last modification.

Process A Process B Process C
x=3 write notification
Barrier() —wie notification - Barrier() - Barrier()
Diffs[(x,3)] if (x==3)
x=5
Barrier() Barrier()—ite notfication Barrier()
Diffs[(x,3),(x,5)] > if (x==5) ..

Figure 7. An example of outdated (unneces-
sary) diffs in TreadMarks

Figure 8 shows the number of megabytes of trans-
ferred diffs for another common sharing pattern, namely
We implemented a single-
producer, multiple-consumers application where the pro-
ducer and consumers vie for a lock to synchronize access
to a shared circular work queue. The application was ex-
ecuted on 2 to 8 125 MHz Sparc 20 workstations with 64
MB RAM connected by 100 Mbps Ethernet. TreadMarks
transfers excess diffs when the producer overwrites queue
slots within the queue. Hence, TreadMarks scales poorly,

a producer-consumer model.

although not as poorly as with integer sort.

Producer Consumers
35

TreadMarks ——
% Unify.. ===
i
Q
2 25
[
g 20
£
5 15
n
£ 10
[a) —
[ I J S B
0
2 3 4 5 6 . .
Processes

Figure 8. Diffs sent by the Producer-
Consumers application.

5.3 Merging Overheads

Although BTMD can substantially reduce the size of
stored and transmitted diffs, these savings may not be large
enough to offset the cost (overhead) of computing and ap-
plying the diffs. To evaluate whether overhead costs were
offsetting the gains we were observing, we measured the
amount of time applications spend waiting for updates to
become available. Specifically, in a lazy release condisten
application, diffs are requested on demand. We measured
the time from the request for the data to the time when the
data became available. The wait time depended on the im-
plementation of the diff mechanism we used, but consisted
of the following costs:

e No Overhead
1) Send a request for the block
2) Send the entire block
3) Install the block

e Conventional (TreadMarks) Overhead
1) Send a request for the block
2) Compute current diffs from twins

3) Compute and send requested diffs (which may in-
clude outdated modifications)

4) Apply the diffs (which may include redundant mod-
ifications)

e BTMD overhead
1) Send a request for the block
2) Compute current diffs from twins

3) Compute and send requested diffs, using BTMD ap-
proach (no redundant diffs)

4) Apply the diffs (no redundant diffs)

We evaluated the overheads in a WAN setting connecting
machines at the University of Kentucky with machines at
Ohio University over the Internet. Machines at the Univer-
sity of Kentucky were on a 100 Mbps fast Ethernet while
machines at Ohio University were on a 10 Mbps Ethernet.
The bottleneck link was the internet connection, which had
a round-trip latency of approximately 45 ms. The machine
on the 100 Mbps Ethernet were 125 Mhz Sparc 20s with 64
MB RAM, and the machines on the 10 Mbps Ethernet were
85 Mhz Sparc 5s with 32 MB RAM.

Figure 9 shows that, for the integer-sort application,
Unify with BTMD spends less time waiting for updates.
Unify’s smaller wait time results from Unify transmitting
fewer diffs than TreadMarks, which reduces the effect of
high WAN latencies. The smaller wait time reduces total
computation time.



Waiting For Updates - Unify vs TreadMarks
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Figure 9. Time spent waiting for updates in
the NAS Integer Sort benchmark.

We then compared Unify-BTMD against Unify-nodiffs
(which transfers whole blocks instead of diffs). We ran the
Splash Il Water benchmark for 2-8 workers over the WAN.

Figure 10 shows the total time that a process spends waiting

for updates. The graphs show that the time spent waiting for
diffs is considerably smaller than the time spent waiting fo
entire blocks. The smaller wait time results in faster total
computation times.

Diffs vs Whole Segment - Time Spent Waiting For Updates
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Figure 10. Time spent waiting for updates in
the SPLASH Il Water benchmark.

6 Conclusions

DSM systems targeted for high-speed LAN environ-
ments typically use trivial, low overhead algorithms for
their diff mechanisms. For LAN environments, the amount
of bandwidth saved does not justify the computational over-
head of more sophisticated algorithms. However, the trivia
algorithms limit the scalability of DSM in a WAN environ-

ment.

We have created a diff mechanism, BTMD, that reduces
memory consumption and communication overhead while
keeping processing time low. BTMD constantly merges
diffs by removing overlapping modifications, thereby re-
ducing network traffic. BTMD eliminates the network over-
head of garbage collection found in DSM systems imple-
menting lazy release consistency, and bounds the size of the
diffs data structures, conserving process memory. BTMD’s
underlying data structures make merging and lookups fast.
We have implemented BTMD in our Unify DSM system
and have found that BTMD significantly increases Unify’s
scalability on a WAN.
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