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Abstract— This paper demonstrates the flexibility and
utility of two lightweight, general-purpose network services
(Emphemeral State Processing and LightWeight Processing
modules) by showing how end-systems can use these services
to obtain timely and accurate information about the location
of congested links and their level of congestion. Although
accurate congestion information is useful to a wide range
of network services, here we illustrate its benefits to layered
multicast systems. In particular, we show how these services
can be used to overcome well-known problems with layered
multicast, including the desire to reduce router state, the
need to drop layers quickly (i.e., within one RTT), the prob-
lem of coordinating receivers, and the desire to support fine-
grained layering without thrashing between layers—even in
the face of join experiments.

I. INTRODUCTION

Three approaches are commonly envisioned for imple-
menting new network services. The first, or “closed” ap-
proach relies on router manufacturers to add new services
into their products. At the other end of the spectrum, the
“extremely open” approach allows end-systems to dynam-
ically load code into routers. A third approach, which
might be called the “Application Layer” approach, does
not involve the network layer, but instead implements new
services completely at the application layer.

We are exploring a new (minimally) open approach that
represents something of a middle ground, and combines
the best characteristics of each of these approaches. In
our approach, users use ephemeral state processing (ESP),
a very limited and lightweight form of active network-
ing, to identify specific locations in the network where
application-specific functionality needs to be placed. Once
such a location is identified using ESP, the end-system
communicates directly with the network element at that
location to instantiate a simple (predefined) LightWeight
Processing module (LWP) that will process the end-
system’s packets (e.g., it might duplicate them or drop
them). In earlier work [1] we showed how to build a
single-source multicast service on top of unicast routing
using this paradigm.

This approach has several attractive features. First,

it provides limited access to computational capabilities
where applications need them the most: in the control
plane. Second, it opens the traditionally-opaque network
layer “just enough”, enabling the user to extract the most
useful information about what is going on inside the net-
work, without exposing too much or creating scalability
problems. Third, it requires only simple, service- and
application-independent building blocks in the shared in-
frastructure, and places the responsibility for composing
them into useful services squarely with the end systems.
Fourth, it simplifies policy issues: because end-systems
negotiate directly with nodes where the enhanced service
needs to be instantiated, security and billing tasks such as
charging, authentication, and authorization can be handled
bilaterally.

In this paper, we show how this approach can be used to
solve a problem that has proved rather challenging for con-
ventional approaches: congestion control in layered mul-
ticast. Building on our earlier technique for implementing
multicast, we describe an end-system-driven approach that
outperforms conventional approaches.

Il. THE PROBLEMS WITH LAYERED MULTICAST

The Internet is increasingly used for broadcasting multi-
media events. Examples include broadcasts of live events,
distance learning and training sessions, pre-recorded spe-
cial TV reports, and made-for-the-web entertainment seg-
ments. Currently, one of the most popular solutions to
the problem of large-scale multimedia broadcasts is lay-
ered multicast [2], [3], [4]. Layered multicast partitions
the data into “layers” and transmits each layer on a dis-
tinct multicast channel (group). Receivers subscribe to as
many layers as they can without experiencing significant
packet loss, thereby achieving the best possible transmis-
sion quality given the current network conditions. These
receiver-driven approaches (for example, Receiver-Driven
Layered Multicast (RLM) [2]) have the advantage that
each receiver monitors and controls its own quality, allow-
ing heterogeneous receivers to independently select their
ideal rate and dynamically react when congestion arises.
Although past studies have shown that receiver-driven ap-



proaches are quite good at identifying heterogeneous link
bandwidths, they are less successful at correctly identify-
ing and adapting to dynamic congestion [5] and do not
scale well because receivers need to coordinate their ac-
tivities.

A key problem with receiver-driven layered multicast
solutions is that they are implemented completely at the
application level (with no assistance from the network).
The network is essentially a “black box”, providing vir-
tually no information about the cause, location, or level
of congestion experienced by each receiver. For example,
in RLM receivers issue “join experiments” to determine
if additional bandwidth is available. However, if these
experiments are not carefully coordinated, one member’s
join experiment might fool another member into drop-
ping a layer because of the congestion caused by the join.
To reduce these problems, RLM employs shared learn-
ing and a complex set of timers to try and coordinate the
receivers. A related “black box” problem arises because
layered-multicast solutions depend on the underlying mul-
ticast tree. Because each layer is carried over a distinct
multicast tree, the trees that belong to a session may not
even share the same bottleneck link (i.e., dropping a layer
might not help relieve congestion). In addition, leaving
a group does not immediately reduce the amount of data
flowing over the congested link. Only when all down-
stream receivers have left the group will the congestion
subside. Even then it can be on the order of seconds [6] —
far too long to be used effectively as a congestion control
scheme — between the time the last receiver leaves and
the time the multicast protocol actually prunes the subtree
(i.e., stops the flow of data). Another problem related to
IP multicast implementations is that each multicast group
consumes state at routers. Protocols like Thinstreams [3]
argue that many small layers allow for finer grained adjust-
ments to congestion. However, this leads to large numbers
of multicast groups per flow, with all their associated state
information.

In this paper, we show how two simple services can be
used to provide timely and accurate information about the
location of congested links and the level of congestion they
experience. In particular, we show how it can be used to
solve some of the significant problems of conventional lay-
ered multicast systems. Our resulting layered multicast
protocol is completely end-system driven, significantly re-
duces router state, drops layers quickly in response to con-
gestion (i.e., within one RTT), avoids the scalability prob-
lems of coordinating receivers (e.g., RLM [2]), and sup-
ports fine-grained layering without thrashing between lay-
ers (even in the face of join experiments).

The remainder of the paper is organized as follows.

Section 111 reviews ephemeral state and lightweight pro-
cessing module services and describes how end-systems
can use them to construct multicast distribution trees us-
ing only unicast routing [1]. Section IV presents an al-
gorithm for layered multicast, controlled completely from
end systems, and shows how ephemeral state can be used
to accurately identify congested links in the distribution
tree. Section VI presents simulation results that show the
improvements in utility possible with our approach. Sec-
tion V11 discusses related work and Section V11 concludes
the paper.

I11. BACKGROUND

In earlier work we proposed the use of ephemeral state
processing and lightweight processing modules as building
blocks for creating end-system-controlled multicast ser-
vices [1], [7]. In this section we briefly describe those
building blocks and the multicast service that provides
the basis for our layered multicast and congestion control
schemes.

A. Lightweight Processing Modules

The Lightweight processing (LWP) facility comprises a
set of predefined modules supported by network routers;
these modules can be activated by end systems via con-
trol messages. Each module applies some operation—
controlled to some extent through parameters specified at
activation time—to packets passing through the router that
match a particular pattern. A small set of these parameter-
ized modules is expected to suffice for a variety of network
services. (We give examples below.)

Each LWP module is defined by the following four com-
ponents:

« Module ID: the function to execute at the router (or ac-
tual code).

« Classifier: a packet filter that identifies which packets
this module should intercept. For example, a value indi-
cating the multicast group ID to intercept for duplication.

o Parameters: a set of configuration parameters that con-
trol the processing. For example, an instantiation parame-
ter might specify the unicast address where packets output
by this module are to be sent.

« Timeout: a timeout value indicating when the module
should be automatically removed from the router if not
“refreshed”. A system-wide maximum timeout value may
be imposed on all modules. Refresh messages are used to
extend a module’s lifetime.

LWP modules operate by identifying packets that match
a particular classifier, applying the specified processing to
those packets, and (possibly) forwarding the packet(s) us-
ing standard unicast routing. A processing module may be



instantiated multiple times on a router, where each instan-
tiation differs in either the classifier, parameters, or time-
out. Modules are instantiated, terminated, and refreshed
via the LWP control protocol; an important aspect of LWP
is that this signaling occurs directly between end system
and router. The refresh operation may dynamically alter
the parameters used by a module. Note that a packet may
match multiple lightweight processing modules at a router,
and thus be processed multiple times.

Our layered multicast and congestion control scheme
relies on two packet processing modules, described next.

A.1 The dup() module

The dup() module replicates any packet matching its
classifier filter and forwards the duplicate to a unicast ad-
dress specified as a configuration parameter; the original
packet simply continues on to its original (unicast) desti-
nation.

More precisely, to implement multicast using only uni-
cast forwarding, multicast packets carry a unicast desti-
nation address (belonging to some node in the distribu-
tion tree), along with a multicast group ID in an IP op-
tion (or extension header in the case of IPv6). The classi-
fier of the dup() function looks for this multicast group
ID. The dup() module makes a copy of each matching
packet, replaces the destination address of the copy with
the configured destination address, and forwards both the
original and the copy normally. Thus, dup() functions
correspond to “branch points” in a multicast delivery tree.
By placing the dup() functions strategically, end systems
can create application-specific multicast delivery trees.

A.2 Thedrop() module

The second LWP module in our scheme is dr op() .
The role of the drop() module is to intercept packets
matching the specified classifier and discard those carry-
ing a cost parameter whose value exceeds a user-specified
threshold max_cost. The location of the cost parameter
in the packet and threshold value are specified when the
function is instantiated; the threshold can be dynamically
changed via refresh messages. The dr op() function is
useful for quickly blocking/unblocking packets at interme-
diate network nodes; as such, it is the basis for our layered
multicast approach.

To prevent denial-of-service attacks, the classifier of the
dr op() function is defined in such a way that only pack-
ets whose destination address equals the address of the in-
voking end system will be dropped. !

! Obviously the control protocol needs to use strong authentication at
invocation time, to prevent impersonation.

B. Ephemeral State Processing

The other building-block service, Ephemeral State Pro-
cessing (ESP), is a simple mechanism that allows compu-
tations to be invoked at routers by specially-marked pack-
ets. The difference compared to LWP is that ESP compu-
tations may involve small amounts of user-supplied infor-
mation stored at the router for short periods of time, and
they are intended to be combined in a variety of ways. In-
dividual ESP computations can be viewed as the “instruc-
tion set” of a computer; simple distributed algorithms can
be created by invoking these instructions at different nodes
via sequences of packets forwarded through those nodes to
one or more destinations. These distributed algorithms can
be used to collect and distill useful information about the
network, such as internal topology or current status. Thus,
ESP opens up what has historically been a “black-box”,
but in a very limited way. For example, our earlier work
on multicast [1] used ESP to locate branch points in the
distribution tree without exposing the entire topology. We
will show later that ESP can also be used to identify bot-
tleneck links along a path.

ESP computations are initiated by packets called
probes, which are sent from end systems. These compu-
tations operate on a special memory called an Ephemeral
State Store (ESS), which is local to each router. The ESS is
an associative store, which allows fixed-size values to be
stored and retrieved via fixed-size tags. These associations
persist at each router only for a short, fixed time period
called the ephemeral state lifetime. Unlike so-called “soft
state”, the information in the ESS cannot be refreshed.
The advantage of ESS is that it provides a scalable way for
end-systems to create temporary state in network routers
with no management overhead (e.g., no signalling mes-
sages to set up and remove state). ESP takes a probabilistic
approach to the problem of coordinating tag use. End sys-
tems randomly choose tags (variable names) from a large
space (the tags are 64 bits long). Because the space is
large and data only lives for a short time, the probability
of tag collision is acceptably small. In addition to the ESS,
probes may also access (read-only) router-specific infor-
mation such as a router’s identifier (e.g. one of its IP ad-
dresses), information about its current state (e.g., queue
occupancy), and information about active lightweight pro-
cessing modules.

Each probe specifies an ESP computation to be per-
formed, and also carries input parameters for that com-
putation; these may be tags (variable names) that identify
values in the ESS, or “immediate” values to be used in the
computation. As an ESP probe travels through the net-
work, each router recognizes it as such and carries out the



specified computation. As part of the resulting computa-
tion, the packet is either forwarded toward its destination
or dropped. ESP probes do not create new packets, nor can
they modify the IP header fields of a packet.

Figure 1 illustrates how ESP and lightweight process-
ings fit into the conventional router model. In the context
of this paper, both ESP and lightweight processing occur
on the input side, prior to forwarding, with ESP processing
occurring first. This is important for the dup() function,
which creates and sends a new packet that must be appro-
priately routed.

Lightweight Processing Modules

E e e

il
il
Unicast f ]]I_>

Fig. 1. Router context: ESP processing and lightweight pro-
cessing are both implemented on the input side, prior to for-
warding.

Most distributed computations implemented using ESP
take place in two phases, which we refer to generically as
setup and collect. The setup phase generally distributes
some information to the nodes involved in the computa-
tion; in the collect phase, some function over that infor-
mation is computed and delivered to a controlling end sys-
tem. We refer to the probes that initiate these phases as the
“setup” and “collect” probes or messages. Often probes
need to be sent to the node initiating or controlling the
computation; for this purpose, end systems that support
ESP also provide an “echo” capability, through which any
node can cause a probe to be echoed back to itself from
another node.

ESP messages may be dedicated messages (e.g., carried
in the payload of an IP packet), or may be piggybacked on
data packets, as an IP option in the IPv4 header or an IPv6
extension header. Piggybacking is possible because ESP
packets can typically be encoded in just a few bytes—the
opcode plus whatever parameters (tags and immediate val-
ues) are needed. All packets carrying ESP computations
use the IP Router Alert option [8] to trigger hop-by-hop
processing of the packet.

C. Example: Implementing Multicast

Before describing how ESP and lightweight processing
modules can be used to implement multicast, we need to
introduce the notation to describe ESP computations. If ¢

is a tag, then (xt) denotes the value bound to tag ¢; (xt) =
1 indicates that the tag ¢ is unused. We use the notation
pkt.x to denote the tag (i.e. the name of the variable) when
it is carried in a packet. Please note that (xpkt.x) := e
binds the value of e to the tag named by x, and does not
change the packet. To change the contents of the packet
we use the notation pkt.x := e, which writes the value of
e into the field x in the packet.

The following summarizes an algorithm for implement-
ing single-source multicast presented in an earlier paper;
we refer the reader to [7] for a more complete treatment.

The idea is that receivers initially join the multicast tree
by instantiating a dup() function at an existing branch
point—a node where a dup() module for this group is
already in place. This may not be the optimal location
for the new receiver’s dup() module (initially it will be
the sender), but it will ensure the receiver starts receiving
packets quickly. Figures 2a-b illustrate the initial attach-
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Fig. 2. (a) Initial multicast tree. (b) Multicast tree after C joins.
Counts then show the values created by the heartbeat setup
message. (c) Tree after heartbeat collection message and
moved dup() function.

ment process; the notation dupc() indicates the location
where C’s dup() module is installed. Once a receiver C
is attached to the tree, the second phase of the algorithm
will optimize the placement of C’s dup() function.

The second phase involves periodic “heartbeat” ESP
probes, multicast from the source, to inform receivers of
redundancy in the path, and to suggest a better node to
which they can attach (see Figures Figure 2b-c).

To summarize, joining a the multicast tree involves the
following steps:

1. The joining receiver uses the “echo” facility to cause
the multicast source to send it back a probe that performs
the following computation at each router along the path:
if (a dup() exists for this group)
pkt.closest_dup = this_node_addr;
The receiver then installs its dup() function at
pkt.closest_dup (via the lightweight processing module



signalling protocol.

2. Periodically the source multicasts a pair of “heartbeat”
ESP probes to 1) optimize the tree, and 2) ensure receivers
that they are still connected to the tree.

count
if ((xpkt.count) # L)
(*pkt.count) = (xpkt.count) + 1,
else
(xpkt.count) = 1;

Fig. 3. The ESP “count” computation.

3. The first probe serves as a “setup” message to identify
links carrying redundant data. It performs the computation
shown in Fig. 3. The result of this computation for the
earlier example is illustrated in Figure 2b. Routers that
see multiple incoming copies of each multicast packet will
have pkt.count values greater than 1 after this computation.
4. The “collect” probe retrieves the address of the router
nearest to the receiver that sees redundant data. This is
done with the following computation:

if ((xpkt.count) > 1)
pkt.new_bp = this_node_addr;

5. Upon receiving the result of the collect phase, the re-
ceiver learns of the better branch point (see Figure 2c).
Note that more than one receiver may learn of the redun-
dancy and the new branch point location. Consequently,
they need to coordinate their “moves” so that at least one
receiver does not move. This is very important—otherwise
the tree would become partitioned. The “move” step in-
volves each of the potential movers subcasting its inten-
tion to move, thereby providing each affected receiver with
enough information to decide whether or not it will be the
one that does not move (see [1] for details). If the redun-
dancy is high in the tree, it may take multiple iterations
before the tree reaches an optimal configuration.

In the next section we describe how layered multicast
can be effectively realized using ESP and lightweight pro-
cessing modules. Unlike schemes based on IP multicast
that implement adding and dropping layers via joining and
leaving groups, our new scheme uses the same distribu-
tion tree for all layers, and controls the number of layers
forwarded down each branch via the dr op() function.

1V. THE CALM APPROACH

In the following sections we describe a new ap-
proach called CALM (Congestion-Aware Layered Mul-
ticast). Compared to conventional layered multicast
schemes, CALM has two distinctive features: its con-

gestion detection mechanism, and its layered distribution
and rate reduction method. Joining different layers in the
conventional IP multicast implementation means multiple
routing tree structures are created and maintained on the
routers. Under our ESP/LWP framework, one multicast
tree is used for all layers of data. End-systems distinguish
layers using a layer_id which is located in an application-
level header. To receive fewer layers of data, a receiver can
invoke a dr op() module on the multicast tree path. The
dr op() module classifies on both the multicast group and
the layer_id. The layer_id coresponds to the max_cost pa-
rameter at the module invocation. For example, adr op()
invoked with layer_id n will discard all packets whose
layer_id is greater then n (see Section I11-A.2). Unlike
receiver-driven schemes like RLM, where receivers de-
tect congestion based on losses and leave layers in a co-
ordinated effort, CALM uses ESP to locate congestion,
and LWP to reduce the flow of packets before the con-
gested links. The novelty of our approach lies in the way
ESP and LWP are used not only to construct application-
defined multicast trees, but also to aid receivers in identi-
fying congestion and activating dr op() modules at ap-
propriate network nodes.

The CALM approach can be summarized as follows. A
single multicast tree is established and maintained using
the algorithm outlined in the previous section. To identify
congested links, an ESP instruction that records the num-
ber of packets passing through a router is piggybacked on
data packets from the source to the receivers. The source
then periodically multicasts an ESP collection probe to
gather this information and locate congested links, thereby
informing each receiver where, and how much, congestion
is occurring along the path to it. Using this information,
receivers strategically deploy dr op() modules to add or
drop layers. Because the receivers have direct knowledge
about the state of the relevant portion of the network, and
can quickly react to changes in congestion, CALM avoids
the complicated control mechanisms required for conven-
tional layered multicast protocols (see Section V for a dis-
cussion of CALM advantages).

A. Creating the Multicast Tree

A single distribution tree is established using the algo-
rithm described in Section I11-C. Each receiver only has
to maintain a single dup() function to receive all lay-
ers, since all layers of packets are identified with the same
multicast group ID. The only wrinkle is that new mem-
bers should not start out receiving all layers, since this will
likely cause congestion. Instead, new members need to
“ramp up” until they reach their congestion point, as in
TCP and RLM. To achieve this effect, receivers initially



install both a dup() and a dr op() function at the their
branch point. Initially the dr op() function is configured
to allow only base-layer packets to pass. Over time, the
receiver “ramps up”, adjusting the dr op() function (via
refresh messages) to allow more and more layers through
until all available layers are being sent or until the receiver
determines that the link immediately downstream from its
dup() is congested.

Why not simply define an adjustable form of the dup()
function, instead of having separate modules for duplica-
tion and filtering? The answer has to do with the way the
multicast tree is constructed. Consider the example shown
in Figure 4. Receiver A’'s dup() function is located at r1
and receiver B’s is at r2. If A reduces the flow through
at its dup() function at rl because of congestion on the
r2-A link, B’s flow will also be reduced, even though its
branch is not congested. The solution is for A to install
its dr op() at 2, thus reducing traffic only on the con-
gested link, and permit B to receive the full number of
layers available. (Recall that B’s dup() processing will
be applied before A’s dr op( ) processing, and that the lat-
ter applies only to packets addressed to A.) This approach
has the advantage that dr op() can also be used for other
network services that need to reduce traffic as well.

Congested Link
\

/
/
,

Fig. 4. A section of a multicast tree. Part of A’s branch is
congested.

B. Using ESP to Detect Congestion

Once data is flowing on the tree, CALM uses ESP to
monitor the flow to determine where congestion is occur-
ring and correct it by dropping a layer(s) from all down-
stream receivers. The monitoring method involves the
sender piggybacking an ESP instruction that increments
a counter variable on (a subset of) the data packets. For
example, the count instruction might be carried by pack-
ets belonging to the base layer. After a time, the flow’s
counter variable in the ESS contains the number of base
layer packets that arrived at the node in a particular inter-
val. This information is then collected in a manner that

identifies the routers between which congestion is occur-
ring.

B.1 Collecting Congestion Information

The CALM sender periodically multicasts an ESP col-
lection probe in order to identify congestion points in the
network. The ESP collection probe only operates on nodes
with active dup() functions and performs two functions:
(1) it determines whether congestion is occuring on the
current router’s upstream link, and (2) it identifies the up-
stream router where a dr op() function should be placed
to alleviate such congestion.

When a multicast collection probe arrives at a receiver,
it carries congestion information specific to that receiver.
In CALM, a receiver is responsible for reducing all con-
gestion that occurs on any link along the path from the
receiver’s dup() module to the receiver. Therefore, the
collection probe will only report congestion along the path
from the receiver’s dup() module to the receiver. This
implies that each time a collect message is dup() ’d, it
must start over looking for congested links (along the route
to its new destination).

The CALM source periodically sends a find_bottleneck
probe to help the receivers identify congested links. We
believe that the CALM source is the most capable at de-
ciding what constitutes unacceptable congestion; in par-
ticular, it knows exactly how many packets were sent
since the last collect message, and at what loss rate per-
formance becomes unacceptable. Consequently, in each
collection message, the source places a threshold value
(pkt.max_loss) indicating the maximum number of pack-
ets that can be lost before a link should be consid-
ered “congested”. In addition, the packet carries the
number of packets sent in the current collection interval
(pkt.expected), so the first hop can calculate its losses.
The initial values of some of the fields in a find _bottleneck
packet are shown in Figure 5. The find_bottleneck compu-
tation is shown in Figure 6.

[ Variables | Initial Values | Comments |

pkt.prev_IPdst | IP dst address The IP dst address before

the packet is dup()’ed.
pkt.done FALSE Has congestion been found?
pkt.max_loss sender defined | Max acceptable packet

loss rate.
pkt.expected sender defined | Number of packets sent

during this interval
pkt.prev_count | same as Becomes pkt.expected when

pkt.expected the packet is duplicated

Fig. 5. Initial values of find_bottleneck packet fields.

The find_bottleneck computation detects the congested
link nearest the root on each source-receiver path; losses



find_bottleneck {
if (dup() is active on this node) {
if (pkt.IPdst! = pkt.prev_IPdst) {
pkt.expected = pkt.prev_count;
pkt.prev_IPdst = pkt.IPdst;
pkt.done = FALSE;

}
if (! pkt.done) {
if ( (pkt.expected — (xpkt.count)) > pkt.max_loss) {
pkt.btineck_node = pkt.prev_node;
pkt.btineck_rate = (xpkt.count);
pkt.done = TRUE;

}

else {
pkt.prev_node = local _node.id;
pkt.prev_count = (xpkt.count);

}
}

(xpkt.count) = 0; /* reset the count */
}

}

Fig. 6. Congestion-monitoring collect computation

on these links affect the largest number of receivers, and
should be dealt with first. Collection probes originate at
the multicast source with pkt.max_loss set to the maxi-
mum acceptable number of packet losses for this collec-
tion interval (i.e. since the last collect probe). The value
pkt.expected is initially set by the source to the number of
packets sent since the last collection message. The initial
value of pkt.prev_IPdst is zero, but it is quickly updated
by the dup() function(s) installed at the source. Both
pkt.btineck_node and pkt.btlneck_rate are initially zero. Fi-
nally, pkt.done is initialized to FALSE, to indicate that a
bottleneck has not been found yet.

When the collect probe arrives at a node in the multicast
tree, the field pkt.expected indicates the number of packets
that node would have received in the last collection inter-
val if no losses occurred. The value (*pkt.count), stored in
the node’s ESS, records how many packets were actually
received; the number of losses experienced by the node is
simply the difference between these values. If this differ-
ence exceeds max_loss, the message has found a congested
link; the search terminates (pkt.done is set to TRUE); and
the identity of the bottleneck node (pkt.btineck_node) and
the bottleneck rate (pkt.btlneck_rate) are recorded in the
packet and carried on to the receiver. The probe undergoes
no further congestion-related processing until it reaches its
destination. However, when it passes through a dup()
function (detected by the first part of the computation as a
change in its destination address), the pkt.done flag is reset
and the search starts over for the new branch of the tree.

The final step of the find_bottleneck computation is to
reset the ephemeral state associated with pkt.count to O for
the next round of collection.

Upon receiving a find_bottleneck probe with pkt.done
set to TRUE, the receiver installs a dr op() function at
the appropriate location (pkt.btlneck_node), configured to
drop the appropriate number of layers, as determined from
pkt.expected — pkt.btineck_rate. If a receiver receives a
probe with pkt.done set to FALSE, it means that losses
on downstream from the its dup() function node do not
exceed the threshold and congestion is not significant on
the relevant portion of the path.

Figure 7 illustrates the router state before and after
the collect (find_bottleneck) probe. Figure 7a shows the
counts established at each router by the (piggybacked)
setup messages for an interval in which 100 packets in-
voked the count computation. Figure 7b shows the state
after a collect probe using a threshold of 15 packets. Re-
ceivers either receive pkt.done=FALSE (where FALSE is
0 in the figure) or receive information about the bottleneck
node and its bottleneck rate.
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dup0
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count=0

count=100

X

count=85 count=91 count=0 count=0
pkt.bn=r2 pkt.done=0
pkt.bnrate=85
count=0  count=0
pkt.bn=r1  pkt.done=0
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Fig. 7. (a) Router state established by (setup) data packets. (b)
Information delivered by collect message to receivers.

A find_bottleneck collect probe only finds the first con-
gested link on the path from source to receiver (more pre-
cisely, on the path from the receiver’s dup() module to
the receiver). In reality, there may be multiple congested
links along this path; each must be discovered and dealt
with in turn. Thus, a receiver may have to instantiate mul-
tiple dr op() functions, each at a different node. It is the
receiver’s responsibility to keep track of all its installed
drop() functions and their associated max_cost values.
When the congestion clears, the receiver will first con-
tact its dr op() function farthest downstream (which has
the lowest threshold) and increase its max_cost value. As
new layers are added, eventually the max_cost value of the
downstream dr op() becomes equal to that of the next
one upstream, and the former can be removed altogether.

pkt.done=0



Note that we need not count packets at network nodes
that have no active dup() module for the group. Be-
cause we will only insert dr op() functions at nodes with
dup() functions (inserting a drop() function in be-
tween such nodes simply wastes bandwidth), we need not
measure the loss rate at intermediate nodes. Consequently,
all ESP messages used for congestion detection first check
for the existence of a dup(') function before carrying out
their operation.

As we have described the algorithm here, only a sub-
set of the data packets invoke the ESP counting function.
Assuming packet loss is uniformly distributed across all
packets passing through a router, statistical sampling is
sufficient to determine the drop rate. In the case of layered
multicast, monitoring the base-layer alone should provide
a sufficient number of packets to be able to obtain a rea-
sonably accurate estimate of the loss rate. Moreover, if the
base layer is not flowing down a branch, nothing else is,
and there is nothing to monitor; this makes it the best place
for piggybacking setup probes. Other sampling strategies
can be envisioned, however, including sending stand-alone
setup (count) probes.

Although the congestion mechanism has been presented
in the context of layered multicast, it is a general purpose
mechanism that can be applied to any ESPbased multicast
(or unicast) application.

B.2 Dealing With ESP Timeouts

An important parameter of the algorithm is the fre-
quency at which ESP collection probes are issued. In order
to get an accurate reading on congestion, the sample size
must be sufficiently large, implying that the collection in-
terval should be reasonably large. On the other hand, the
information being collected is ephemeral, so the collection
interval must not exceed the ephemeral state lifetime.? In
general, layered multicast systems will be operating near
the congestion-level, transmitting hundreds, if not thou-
sands, of packets per second, so a sub-second sampling
interval should provide a reasonable sample as well as rel-
atively quick response to changes. An ephemeral state life-
time on the order of seconds should thus present no diffi-
culties.

Note that although the collection computation resets the
packet counter at each node, counters should not be re-
used across different congestion sampling intervals. That
is, the sender should (randomly) select a new tag for the

2|If the state were to time out between arrivals of count probes, the
result would reflect a reduces sample size; if it times out after all count
probes but before the arrival of the collect probe, the ESP computation
would abort, and every receiver in the subtree under that node would
learn that the collection operation failed.

count variable for each collection period, and begin using
the new counter as soon as the collect probe is sent.

C. Layered Multicast Congestion Control

Given a multicast tree and the ability to pinpoint con-
gested links and stop the flow of packets inside the net-
work, we are now ready to put the pieces together.

Initially, a new receiver joins the tree by instantiating a
dup() module and a drop() module that allows only
the base layer through. Using a join-timer similar to that
of existing layered multicast protocols [2], [3], the receiver
adds layers until the periodic collection messages indi-
cate that the receiver’s drop function is allowing too many
packets through. In other words, join experiments must
still be conducted; however, they are conducted indepen-
dently and do not need to be announced to all other mem-
bers.

The algorithm used to drop a layer is slightly different
than that of RLM-style protocols. A receiver reacts to a
congestion notification by immediately reducing the flow
by the appropriate number of layers (based on the level
of loss seen). The flow reduction is done by the receiver
installing a new dr op() function at the bottleneck node
(pkt.btIneck_node) indicated by the received collect probe,
that is, the first node with a dup() function upstream of
the node where the loss threshold was exceeded. If the
receiver already has a dr op() function at that location, it
updates its max_cost setting.

V. OTHER FEATURES OF CALM

Although CALM’s add/drop algorithm has similarities
to other RLM-style methods, the ability to obtain accu-
rate information from the network and to directly control
network nodes where problems arise means that CALM
avoids many of the major drawbacks and scalability prob-
lems of RLM-like methods.

The first advantage is the use of a single multicast tree
structure for the delivery of all layers (as opposed to a dis-
tinct multicast group for each layer). The single tree re-
sults in a substantial reduction in router state. Moreover,
multicast state is only maintained at branch points in the
network.

Another related advantage is that a single receiver can
add a drop function to thin the stream for all downstream
receivers, thereby benefitting many members immediately.
With RLM-style methods (based on multiple multicast
groups), all downstream group members must leave be-
fore any member benefits. The reduced router state re-
sulting from a single tree combined with the ability of
all receivers in a subtree to drop a layer simultaneously



means that fine-grained layering similar to the encodings
proposed in Thinstreams [3] is feasible.

Another advantage of CALM is its faster reaction time
to congestion. A well-known problem with IP multicast
routing protocols is the excessively large “leave-times” re-
quired for the tree to adapt to departure of a group mem-
ber [6]. A CALM receiver can drop one or more layers in
asingle RTT (i.e., the time needed to contact the dr op()
function). The traffic can be thinned in a matter of mil-
liseconds after congestion is detected in CALM while it
may take seconds to happen in RLM (due to leave delays).

Since CALM collection messages report back to a re-
ceiver the congestion condition on the links between its
dup() router (i.e. the router where receiver’s dup()
function resides) and the receiver itself, in effect, each re-
ceiver becomes responsible for congestion control on an
independent section of the multicast tree. Receivers en-
able or modify dr op() functions based on the location
and level of congestion reported back by the CALM col-
lection message. There is no need for additional mech-
anisms to coordinate receivers. In contrast, RLM must
coordinate receiver’s join activities (by multicasting join
announcements to all other receivers) so that only one re-
ceiver joins at a time and that receiver’s join experiment
does not cause other receivers’ to unnecessarily drop lay-
ers. Under CALM, congestion that occurs upstream from
areceiver’sdup() function is not reported to the receiver
(even though the receiver is experiencing packet loss). Be-
cause the receiver is not responsible for the congestion, it
will not drop a layer. All this occurs without the use of join
announcements or the restriction that only one receiver can
join at at time, both of which impede scalability.

Compared to RLM, CALM requires ESP and LWP capa-
ble network nodes. However, ESP and LWP are backward
compatible with the existing Internet, can be incrementally
deployed, and offer advantages even when a subset of the
routers support ESP/LWP functionality. Another poten-
tial downside is that data packets with piggybacked ESP
message must be delayed for ESP processing. Fortunately,
not all data packets need to piggyback ESP message (only
the base layer in our case). Because the ESP computation
simply involves incrementing a counter, it can conceivably
be hard coded onto the fast-path of a router. (We are cur-
rently experimenting with FPGA implementations of such
functionality.)

Perhaps the biggest problem is that ESP and LWP are
best-effort services, implying that messages may be lost
or tags may time out if a message is delayed. In the latter
case, the missing tag can be detected and an abort indica-
tion can be sent to the receivers; as with other services built
on best-effort delivery (e.g. TCP), the standard solution is

to iterate until success is achieved.

V1. SIMULATION RESULTS

As discussed in the previous section, CALM offers sev-
eral performance advantages (e.g., one RTT to add/drop a
layer), but it also offers obvious advantages regarding the
multicast state stored at network nodes. This is particu-
larly evident when sessions are encoded as a large number
of “thin” layers [3], [9]. Such encodings are interesting
because they allow finer-grained congestion control than
coarse-grained layering schemes (e.g., RLM’s exponential
layering).

To experiment with CALM under thin-layer encoding
schemes, we constructed a simple simulation that com-
pared CALM to an “optimal” approach and to a receiver-
driven approach similar to RLM and Thinstreams. We fo-
cused our study on the benefits of not requiring global co-
ordination of join-experiments. In CALM each receiver is
responsible for a specific part of the distribution tree and
thus there is no need to coordinate “join-experiments” or
implement “shared-learning”. Multiple CALM receivers
can simultaneously carry out join-experiments without af-
fecting one another.

The RLM-like algorithm we simulated lacks many of
the drawbacks that a real RLM implementation would
have. In other words, our simulated RLM is an unattain-
able “ideal” situation. Specifically, our simulation did not
emulate typical IP multicast join/leave latencies since that
depends heavily on the underlying multicast implementa-
tion. Instead we simply assumed a multicast join/leave
took only a single RTT. Also, our “ideal” RLM took a
Thinstreams approach, dropping multiple layers at a time
in response to significant congestion (again in a single
RTT!). We also assumed that RLM join-announcements
took no time and were never lost. Like RLM, we did
implement “shared-learning” and overlapping joins. In
short, we compared CALM against an ““ideal”” RLM. This
“ideal”” RLM represents an upper-bound on RLM perfor-
mance. Nevertheless, CALM outperforms it.

To compare the two approaches, we determined—
knowing the exact levels of congestion everywhere in the
tree—the optimal subscription level for each receiver at ev-
ery point in time. We then compared the subscription lev-
els attained by CALM and the receiver-driven approach
against the ideal levels to quantify how close to optimal
they were. All the experiments assumed equal-size layers.

To simulate performance across a wide area network,
we use the GT-ITM topology generator [10] to create
a transit-stub graph consisting of 1500 nodes scattered
across 150 stub domains connected by 10 transit domains.
On average, each transit domain had 5 nodes, each con-



nected to 3 stub domains. The source and receivers were
randomly selected from the graph. Although we ran exper-
iments with receiver set sizes of 20, 50, 100, 200, 400, and
800, we only show results for the large group size (800).
Because we are interested in a receiver’s ability to react to
congestion (not heterogeneity), we did not simulate het-
erogenous links, but rather simulated homogeneous links
capable of carrying the entire session. We then introduced
random congestion. Each test was run multiple times (each
time with a new topology and randomly generated con-
gested links) and averaged with confidence intervals.
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Fig. 8. Percentage of time spent operating at the optimal level
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Figure 8 shows the percentage of time CALM and
“ideal” RLM were correctly subscribed to the optimal
number of layers. Despite the advantages in favor of
“ideal” RLM, CALM outperforms it. The X-axis shows
how the algorithm scales as the number of layers increases.
The probability of being correct naturally decreases as the
number of layers increases.

Because the receiver-driven approach must coordinate
join-experiments (often performing one join-experiment at
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a time), it takes longer for all the receivers in the group to
converge to the optimal level (not to mention the failed ex-
periments that increase the delay between attempts). In
CALM, as soon as the receiver responsible for the bot-
tleneck link issues a join-experiment, all downstream re-
ceivers immediately benefit. As a result, the receiver-
driven approach spends a larger percentage of its time un-
dersubscribed (see Figure 9). Figure 11 show the average
amount of undersubscription. As the number of layers in-
creases, CALM’s undersubscription level does not grow as
quickly as “ideal” RLM.

Figure 10 shows the average time (in percent) that re-
ceivers are oversubscribed. Note that both approaches
do not spend much time oversubscribed. Although not
plotted, both are typically only oversubscribed by one
layer. Because the receiver-driven approach rarely oper-
ates near the optimal subscription-level, it is actually over-
subscribed less than CALM.



VIl. RELATED WORK

Past work on layered multicast can roughly be classified
into one of three categories. The first category consists
of application-level approaches ([2], [3], [11], [12], [13],
[14]) that depend on IP multicast joins and leaves to adapt
to congestion. Because service is implemented completely
at the application layer, it suffers from slow IP join and
leave operations and must use hueristics to “guess” when
congestion is occuring.

The second category takes the “closed” model discussed
in the introduction ([15], [16], [17]), hardwiring services
specific to layered-multicast into routers. In most cases,
these solutions use priority-based forwarding or dropping.
In addition to being hardwired into routers, these ap-
proaches typically increase per-node state at routers and
ultimately still depend on IP multicast for basic delivery
(possibly suffering the join/leave delays t00).

A third category ([18], [3], [17], [9]) of systems make
use of knowledge about the format used to encode the
data. Using this information can produce finer-grained
adaptation, intelligent packet discard, low-overhead en-
coding/decoding, layer independence, etc. While these ap-
proaches may alleviate some problems, many require the
“extremely open” model in order to load this application-
and data-specific processing code inside the network.
Even then, many still build on IP multicast and all its prob-
lems. However, they indicate the need for application-
level multicast services that can be tightly coupled with
the encoding scheme.

Our work differs from all these in that it is an
application-level service but builds on our two simple,
general purpose, network-level building-blocks. Because
end-systems have (limited) control over the network, our
approach is able to avoid the pitfalls of the three previous
categories of approaches (see Section V).

VIIl. CONCLUSIONS

This paper presented a novel approach to layered mul-
ticast that builds on two simple, lightweight, router-
supported building blocks (ephemeral state processing and
lightweight processing modules). Our approach enables
end-systems to construct and control the distribution tree
used for layered multicast, to accurately measure conges-
tion, and to directly modulate rates of transmission in re-
sponse to congestion. By providing extremely limited con-
trol over, and information about, the network, the result-
ing protocol avoids the problems of existing layered ap-
proaches, and reduces state at routers. We have shown
simulation results that indicate our scheme offers better
performance than receiver-driven implementations when

supporting large numbers of layers useful for fine-grained
congestion control.
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